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Science is an incremental process of uncertainty reduction. 
There is no finish line. 
-Christie Aschwanden, FiveThirtyEight



Part 1. Trying to see a forest

Please don’t state p<0.05 in practice, this is not enough information



Science

MathPhilosophy
Ethics

CS/Tech
Code



Frequent themes @ASA conference

Good
 Transparency 

 Data & code sharing

 Report all results

 Replication

 Isaac Newton wanted his work 
replicated!

 Replication as pub addendum

 Journal badges (for open data & 
materials, pre-registration)

 Statistical ethics

 Thorough reporting 

Not Good
 Reproducibility crisis

 Reporting bias
 It’s hard to make a proper forest if a field 

is selectively hiding trees

 P-hacking, are p-values too dangerous?

 Difficulty explaining inference in plain 
words

 Replication & transparency uses time
 Time is $

 Needs more carrots?

 Institutional pressures?



Several key issues are ethics 
(not defined by an equation)

 Selective reporting

 How to encourage replication

 Data/code sharing

 Accepting uncertainty

 Peer-reviewed journal policies 
could do a lot to help with 
these matters!

http://diynmbcprops.blogspot.com/2013/05/jacks-chalkboard-
christmas-equation.html



Some Goals
 Strong study design & data collection

 Clean[ish] data

 Well documented pre-specification
 Clear objectives and endpoints (sufficient details)

 Pre-register your study for proof of planned objectives, e.g., clinicaltrials.gov

 Proper & ethical study conduct and analyses

 Transparent, minimally biased reporting
 Publish results regardless of the findings

 Plan to make your datasets and code publically available 

 Become more comfortable with uncertainty & replication



Some Potential Answers?

More ethics training in this arena
Policies & guidance 

 CONSORT; PCORI

Undergraduate statistics re-haul
 Enough with p-values and perfect data

Numerical literacy
 Elementary School to English Lit major

Methods that can be explained in common words?

https://www.pcori.org/research-results/about-our-research/research-methodology/pcori-methodology-standards


Part 2. A little (too much) about the 
p-value and NHST
Check out https://fivethirtyeight.com/tag/p-values/

https://fivethirtyeight.com/tag/p-values/


What is a p-value?

 Informally, the probability under a specified 
statistical model that a statistical summary of the 
data would be equal to or more extreme than its 
observed value

How incompatible the data are with a specified 
statistical model

RL Wasserstein & NA Lazar 2016 (the p-value statement)
#statisticians-forget-what-informal-means



The smaller the p-value, the greater the statistical 
incompatibility of the data with the null 
hypothesis, if the underlying assumptions used to 
calculate the p-value hold

A key if… e.g., assumptions might involve large 
sample properties, parametric (normality), model 
form



What a p-value is NOT

P<.0001 does not measure the probability the 
studied hypothesis is true

P=.0777 is not the probability the data were 
produced by random chance alone

P=.0411 does not measure the size of an effect or 
the importance of a result

P-values should not stand alone

“they created me and seem to know more about what I am not than what I am.”
-the grumpy p-value



Significance for sale?
A p-value does not measure the size of an effect or 

the importance of a result
 Statistical significance is not equivalent to 

scientific, human, or economic significance
 If you make the sample size ridiculously big, a 

teeny, tiny effect can be declared ‘statistically 
significant’

Demidenko, Eugene. "The p-value you can’t buy." 
The American Statistician 70.1 (2016): 33-38.



In my opinion…

Can we ditch the word “significant”, across the 
board?

Present the estimates, predictions and precision
 Show a p-value when helpful, but not alone

 “statistically significant” just means is that the 
p-value was smaller than alpha; stop wasting 
word count trying to sound significant



Sander Greenland

 Statistical misappropriation of the word 'significant' for 'P 
less than [cutpoint]' or 'Z more than [cutpoint]'. This misuse 
leads users to confuse this cutpoint-driven event with 
practical significance

 Science and technology are supposed to embrace 
continuing critical appraisal and error correction.
 Yes!

 Much of 'classical' statistics is riddled with educational, 
ergonomic, and semantic mistakes that have been 
promulgated too long and are overdue for correction.
 Ouch



Sander Greenland on ‘null’ semantics

 The problem with 'null' comes mostly from the failure to 
notice that it need not be a nill (zero) null

 It misleads users into testing only no-difference 
hypotheses, because 'null' means 'nothing' or 'no 
difference' in ordinary English
 Katie gets confused by these annoying semantics

 Neyman recognized this problem and revised his usage 
to call the targeted hypothesis 'the tested hypothesis‘
 Why this didn’t catch on?



https://tinyurl.com/y8t87a4d



Yoav Benjamini defends p-value?

 Statistical significance testing (via the p-value) is the 
first-line defense against being fooled by randomness 

 A line is needed for power analysis in the design stage, 
allowing justification of sample sizes 

 A bright line is needed when the action should be fair
 FDA does not approve a drug based on a single 

successful trial. At least twice, and often more. 
 P<0.05 worked pretty well until the 1980s?

 Industrialization of scientific process (e.g. GWAS)

 Address selective inference (research ethics)



Slide credit: Xihong Lin 



Also a world beyond p< 5x10-8

-Xihong Lin, Harvard (TH Chan School of Public Health)

• Immerse in the science

• Some scientifically meaningful (causal) effects are small and get 
overlooked

• Not all strong associations are meaningful. Two genes each with a 
medium-sided, causal effect (walk into a bar and) both feed into 3rd

gene; 3rd gene gets noticed by it’s stronger association.

Chen et al, Nature Genetics, 43:55-59, 2011



Don’t leave p standing alone!

No single index (e.g., p-value) should 
substitute for scientific reasoning
Especially not the h-index 
They say BF (Bayes factor) can be hacked too, so 

watch out 
We need a  “validity factor”? 

How to quantify transparency and replicability?



Greenland, S., Senn, S.J., Rothman, K.J. et 
al. Eur J Epidemiol (2016) 31: 337. 
https://doi.org/10.1007/s10654-016-0149-3

For more info-- Statistical tests, P values, confidence 
intervals, and power: a guide to misinterpretations



Part 3. Let’s Pivot to Intervals
Conducting many confidence intervals can also be a multiplicity issue, as 
with many p-values



Estimation & precision

Emphasize estimation and precision
Psychology is calling this ‘the new statistics’
 Intervals of confidence, prediction, credible

 95% is still arbitrary:(1-α)*100%

Prepare for eventual meta-analysis

Yea, I got out!

α
Alpha, didn’t we lock you in the dumpster?
Cool man, glad you did. (#oldschoolmovie)



[Frequentist] Confidence Interval
The parameter (μ, mu) is an unknown constant, and no 
probability statement concerning its value may be made
–Neyman 1937

Let Y be a random sample. A confidence interval for the parameter μ has random 
endpoints L(Y) and U(Y). θ (theta) represents “nuisance parameters” that are not 
of immediate interest; α (alpha) is a small non-negative number, close to zero. 
Is 0.05 close enough to 0 for you?

*and*

Fay & Feuer. SIM, 16, 791-801 (1997)



Cat’s eye plot. Thoughts?

Approximate p-values shown for different null 
hypothesis values. A p-value reflects both the 
data and the selected null hypothesis.

Introduction to the New Statistics: Estimation, Open Science, and Beyond
By Geoff Cumming, Robert Calin-Jageman



How does power play into all this?

 A planned null hypothesis test needs a power 
(1-β) calculation

 True effect size cannot be bought
 Precision is important and can be improved when n can 

be increased ($)
 Noise reduction can be $ reduction for continuous 

measures (e.g., lab assays)
 Note: big data may be extremely powered

There seemed to be a dearth of discussion about power at the ASA Symposium. 
Joseph Ibrahim did speak about Bayesian analogs to type II error.



Part 4. Bayes’ time

Kass 1995



Got Priors?

 A prior distr of a parameter represents uncertainty 
about the parameter before the current data are 
examined

Multiplying the prior distr and the likelihood function 
together leads to the posterior distr of the parameter

 You use the posterior distr to carry out all inferences
 You cannot carry out Bayesian inference or perform 

any modeling without using a prior distribution

–SAS/STAT doc



[Bayesian] Credible Interval

Credible (definitions)
“Able to be believed; convincing”
Synonyms:

believable, plausible, tenable, able to hold water, 
conceivable, likely, probable, possible, feasible, reasonable, 
with a ring of truth, persuasive

Def: range of values within which an unobserved parameter falls with a 
particular subjective probability

Bayesian intervals treat their bounds as fixed and the estimated 
parameter as a random variable

Credible intervals use (and thus require) knowledge of the situation-
specific prior distribution

A credible interval and confidence interval will coincide for an unknown 
location parameter with a prior that is uniform flat distribution. This is 
a special case.



[Bayesian] Credible Interval

 Point estimates of unknown parameters μ (mu) governing 
the distribution of an observed quantity Y are unsatisfying 
if they come with no measure of accuracy or precision
 Do you agree?

 Upon observing Y (data), we construct an interval [a, b] 
which is very likely to contain μ, and which is very short
 What if my CI is not short, will people think poorly of me?

RL Wolpert - https://www2.stat.duke.edu/courses/Spring11/sta114/lec/114ci.pdf



Bayes Factor (BF)

 A ratio of the likelihood probability of two competing 
hypotheses, usually a null and an alternative

 The aim of the Bayes factor is to quantify the support for 
one model over another, regardless of whether these 
models are correct

 Offers a way of evaluating evidence in favor of a null 
hypothesis

Ly et al 2016; Good et al 2012; Kass & Raftery 1995



Bayes Factor (BF)

BF require priors on the parameters appearing in the 
models that represent competing hypotheses

Kass & Raftery JASA 1995; big D is data



Bayes Factor (BF)
 Consider simple case where 2 hypotheses are single distributions 

with no free parameters, then BF is the likelihood ratio
 To compare with (standard) likelihood ratio test, put H0

downstairs, BF denoted as B10

Ref: Kass & Raftery JASA 1995



Slide credit: Roderick Little, U of M

results



For digging deeper, see:

 Calibrated Bayes. Roderick Little, U of M
 Towards a resolution of the Bayes / frequentist schism

Little, R.J.A. (2006). Calibrated Bayes: A Bayes/frequentist Roadmap. 
The American Statistician, 60, 3, 213-223.



R project – some software resources
**Read the user manuals before operating the tools**

Slide credit: Merlise Clyde, Duke University, SSI17



SELECTIVE 
REPORTING

P-HACKING

CHERRY PICKING

http://iamjohnoliver.com



How to result hack in just 3 easy steps!
(p-hack, BF-hack, cherry-pick)

 Step 1: data dredge (or snoop) many associations 
until a interesting finding is uncovered
 Plot exposure effects, describe effects

 Step 2: Add statistical methods for “window 
dressing”? (-Marvin Zelen)

 Step 3: Publish just this finding, don’t mention the 
amount of dredging and snooping



Where have all the (insignificant) p-values gone?
So, so many results reported in Nature, Science, PNAS are statistically significant 

–J Ioannidis [ASA presentation], KR Mollan [casual case studies]

Shall we start our own journal and call it “Insignificance”?  – AL Buchanan, ~2013

Where have all the flowers gone? -P Seeger

https://www.hideoutwaikiki.com/



Pseudo Diagram of Academic Pressure 
(DoAP)

Hm

H FPW* R

The more you 
play the more 
you win!?

Which arrows and letters are missing?
And is the hamster going the wrong way?



Slide credit: David Robertson, Stack Overflow



Part 6. Data exploration

https://biostatisticsryangosling.tumblr.com/

https://biostatisticsryangosling.tumblr.com/


Exploratory analyses / Data mining
I must go to the wild west, there is no stopping me!

Curb the addiction to post hoc CIs (and p-values)
 If your dataset is large, split into test & training 

data, etc. (avoid temptation to overfit)
Bayes factor mentioned to quantify the perceived 

or empirical level of exploration (using prior)
Transparency in publication and presentation of all 

results (don’t hide stuff)



Model Specification
Choice of variables in adjustment set

Background knowledge, DAG

Choice of key variable definition
Pre-specify (perhaps several plausible choices)

Choice of functional form (e.g., link function)
Model space: all plausible combinations of 

these elements 

Ref: Cristobal Young, Model Uncertainty and Robustness: 
a computational approach, ASA SSI 2017 



Model Specification
 Point estimates cannot be calculated until you’ve 

made some modeling choices / assumptions
 Run all the possible (or plausible) models and then 

plot & assess the distribution of point estimates?
 Sign stability
 p-value < threshold rate among all plausible models

 Results (from the planned model) should be 
evaluated, not just by their significance levels, but also 
by model robustness 

 http://cristobalyoung.com/

Ref: Cristobal Young, Model Uncertainty and Robustness: 
a computational approach, ASA SSI 2017 

http://cristobalyoung.com/


Can we just use a LASSO and be done with it?

So many models, so little time! Machine learning to the rescue!?
LASSO ≠ lasso of truth, but it’s a start

In statistics and machine learning, LASSO (least 
absolute shrinkage and selection operator) is a 
regression analysis method that performs both 
variable selection and regularization in order to 
enhance prediction accuracy.



Part 7. finish this 
talk already



The Radical Prescription for Change
-Xiao-Li Meng, Harvard

 Double Your Variance (before calculating CI or p-value)
 Under normality, doubling raises the plausibility from 95% to 99.5%, same as 

changing p < 0.05 to p < 0.005 

 Xie X, Meng XL. Dissecting multiple imputation from a multi-phase inference 
perspective: What happens when God's, imputer's and analyst's models are 
uncongenial. Statist. Sinica. 2017.

 Devour Your Pufferfish
 Would I apply my results to myself or my loved ones? 

 Your salary (grant, proposal score, profit, etc.) will be cut off by the corresponding 
level every time your claim turns out to be wrong 

 𝛼𝛼 = 0.05, your salary will be cut off by 5% 

 𝛼𝛼 = 5×10-8, sleep sound unless you get paid too much



Probable directions

Major changes in undergrad statistics
Decision theory; Bayesian statistics
 Frequentist emphasis on estimation & model 

assessment
Open access to data and code
More work on related ethical and philosophical issues
More statistical peer review



Resources

Many presentations from the ASA symposium are 
posted here: https://tinyurl.com/yc5nww7w

Whenever “slide credit” is denoted you can find the 
full slide decks at the link above to the ASA 
Symposium

 Thank you to Camden Bay for feedback on the talk!

https://tinyurl.com/yc5nww7w


Questions:
CFARbios@bios.unc.edu

mailto:CFARbios@bios.unc.edu


Thanks!
More Questions?

Email: cole@unc.edu
Bat phone: 919.966.7253

mailto:cole@unc.edu


Why is this slide deck so long? zzz…
Sometimes I have the feeling that the number of words needed to discuss 
an issue is inversely proportional to how well defined the issue is. 
-Frank Harrell Jr

Frank, [that] seems quite reasonable to expect. But vagueness is not at 
all inversely proportional to importance (just consider the question "does 
God exist?")... 

Staying brief and vague is a well-known evasive technique that politicians 
must master for times when confronted by the press about important but 
highly controversial issues. If the issue or anything about it is vague, or 
unclear to the targeted audience, a discussant seeking clarity will have to 
spend time and words making things precise enough to apply logic. 
And isn't that a major task of statistics?

-Sander Greenland



Slide credit: Jim Berger, 11OCT2017 ASA SSI
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